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1 Attempted Strategies
1.1 Deep RL

The initial strategy we were going to attempt was training a deep RL network on a set of 200
game configurations, uniformly sampling from this set. The issue in this approach arose from the
size of the action space and the difficulty of reward engineering. Actions would be defined as
BuyCard, BuySettlement(x,y), UpgradeSettlement(x,y) and BuildRoad(x,y). A majority of these
actions would be invalid at any given time, for example if you tried to buy a settlement at a vertex
inaccessible by existing roads. This issue would greatly increase the number of iterations required
because any invalid actions issued would have no effect on the state, and it’s unlikely that the agent
would be able to reach the terminal reward of 10 victory points in a reasonable number of iterations
using random exploration in a large action space of mostly invalid actions. Instead of a single sparse
terminal reward, we could also shape a more detailed reward function. However, reward shaping is
difficult and doesn’t lead to great results.

1.2 Deep Value Estimation
1.2.1 Motivations

Deep RL seems to be difficult to train on a game with such a large action space. Even with restricting
the actions, it has to independently learn the meaning of each one since they are uncorrelated from
the perspective of the neural network. Furthermore, the transition probabilities in this game are
known. This is different than the normal RL setup since we can leverage this extra information.
(Normally RL agents would have to implicitly learn these transitions). Deep value estimation would
mean that the neural network would only have to assign a single value to a state. Then, to pick an
action, it just generates the value of all possible next states and picks the largest state value and
corresponding action. (For the case of dice rolling, it calculates every state after each possible dice
roll and then takes the expected value of the value of these states). This makes learning much easier
since it only needs to learn a single value per state rather than a value for each action in each state.

1.2.2 Assumptions

The state is represented by an 9x9x4 image where the first channel layer places a ”1” for where each
settlement and road is and a 72” for where each city is (there is a gap where the resource goes, which
is always 0 since they are represented in the other channels). The second, third, and fourth channel
layers represent the resources on the board for wood, brick, and grain. The values in the 4x4 grid
are the probability of rolling the dice roll in that square. Then, it is padded between each one with
zeros so that it fits the 9x9 image. While there are much more efficient ways to represent the state
space, this one seems much more intuitive and easier to implement. (This means that most of the
weights in the convolutional filters actually don’t do anything).

The first layer of the neural network is a convolutional layer with 6 filters, with kernel size 3x3
and stride (2,2). These numbers were picked because if you imagine a filter passing over the 9x9x4
image, using stride 2 means that the center is always at a city/settlement and the sides are always
the roads. This essentially guarantees consistent alignment so that we can maximally take advantage
of some of the spatially invariant properties of the board.

Using more convolutional layers may be better and take more advantage of the spatial invariance;
however, it took longer to train and seemed to be less stable. With more tuning and time, it would
likely do better.



The next layer then flattens the output of the convolution and append the amount of each
resource and the total number of victory points. This is necessary information for it to make proper
decisions, but is hard to fit into the image correctly.

Then, there are 5 fully connected layers following that with 128, 64, 32, 16, and 1 neurons
respectively. The final neuron is the value estimate of the state.

No LSTM layers are used since the state is Markovian.

In the final implementation of this approach, the final state has a value of 1 and each time it ends
the turn, the value is multiplied by a discount factor of 0.95. Previously, different reward schemes
and discount factors were tried that were more similar to normal reinforcement learning setups. For
example, a discount factor for each step and a negative reward for ending turn. (Note that steps are
different from turns. A turn represents each dice roll while a step represents each action). However,
the benefit of this approach is that it directly optimizes the goal: spend the fewest number of turns
to reach 10 points. (Mathematically, it is attempting to maximize (v)" where N is the number of
turns to the goal and + is the discount factor (which is between 0 and 1). With basic manipulation,
you can see that it is just minimizing N.) The reason we are allowed to do this here is that there
are no cycle of states you can perform without ending your turn. (Normally, not applying discount
to every step will cause value estimation to not converge).

1.2.3 Development

Q-Learning and Value estimation are highly related. While Q-Learning learns a value for each state-
action pair, value estimate just learns a value for each state. Before 2015, people struggled to apply
neural networks to the problem for a number of reasons. One of the bigger reasons was that the
value estimates would be unstable since the inputs are correlated. This causes the loss function
to trend to infinity. The solution presented in the original DQN paper (http://www.nature.com/
articles/naturel4236) is to use an experience replay buffer and a target network. The experience
replay simply stores all of the past states, actions, rewards, and next states and then randomly
samples from it to train. This decorrelates the inputs. The target network is simply an older copy of
the network that it uses to generate target values to train on. The reason it does this is that if the
main model trains just on target values it generates itself, it also leads to high instability. The below
graph demonstrates what happens when high instability occurs. (I started it with a pre-trained
model to demonstrate what happens. Generally, it will just not learn at all without decorrelating
the inputs).


http://www.nature.com/articles/nature14236
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The next step involved looking directly at the value estimates. They were constantly being
overestimated. This is bad since it would take the wrong actions, especially towards the end in
which the final state has a value of 1, but its neighbors have values greater than 1 (which should
not be possible). The solution is a technique called double g-learning. ( https://papers.nips.
cc/paper/3964-double-q-learning, https://arxiv.org/abs/1509.06461). This is a very quick
and simple change that just has the main network select the action and the target network generate
the target for that action. This decorrelates the action selection from the value estimation, which
prevents the overestimation. (An intuitive way to look at it is that neural networks are noisy and
the bellman update equations take the max value. Because of the noise, this max value might be
too high, but without double g-learning, it will use it anyways). The below plot demonstrates the
instability from overestimating.
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The final change made was to the way the target network was updated. Rather than setting
its weights to the main model’s weights every X iterations, it is slowly updated each iteration to
the main model’s weights. This idea is presented here: https://arxiv.org/pdf/1509.02971.pdf
. This allows it to learn slightly faster and more naturally and decreases the risk of instability at
the iterations following the target network update. The following plot shows one of the final models
used. Each unit on the X axis represents 100 boards that it trained on.


https://arxiv.org/pdf/1509.02971.pdf
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1.2.4 Issues

The primary issue with this approach is that it is largely a black box. It is difficult to tell why it
is not performing as expected and even less clear how to fix it. This makes it difficult to optimize.
For example, when observing its strategy, it often builds too many roads that it never utilizes.
This seems to be strictly worse than conserving the resources. However, it is difficult to discourage
the model from doing this or to understand why it is behaving this way. Furthermore, training
the model takes a large amount of time and computational resources, which are difficult to obtain.
However, given more time and more compute, this approach may be able to outperform most other
approaches.

2 Final Strategy

Many, many different architectures, reward structures, and hyperparameter configurations were
tried. The best two were taken. In planBoard(), it does 25 runs on each model to see which one
does better and then picks that one to use on the board.

An average of 100 runs over 10 boards yielded an average score of 61.669999999999995.

[54.22, 71.48, 69.9, 83.2, 54.58, 70.08, 49.58, 55.78, 59.51, 48.37]
61.669999999999995
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